TOWN OF BOZRAH
BOZRAH TOWN HALL, 1 RIVER ROAD
BOZRAH, CONNECTICUT 06334
BOZRAH PLANNING & ZONING COMMISSION
AGENDA
Thursday, March 25, 2021
Zoom meeting, 7:00 p.m.
See bottom of agenda for participation instructions
The Bozrah Planning & Zoning Commission will hold a special meeting on Thursday, March 25, 2021,
via Zoom teleconference/videoconference, at 7:00 p.m.
1. Call to order.
2. Presentation by GotSpace Data Partners, LLC regarding proposal to construct a data center, and
proposal for zoning amendments.
3. Discussion and questions.
4. Public comment period.

Stephen Seder, Chairman
Planning & Zoning Commission

Join Zoom Meeting
Web: https://us02web.zoom.us/j/89487554191
Call-in: +1 (929) 205-6099
Meeting ID: 894 8755 4191
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Hyperscale - it’s in
our name but what
does it mean?
This guide aims to provide an entry-level understanding
of the term and what it means in the context of the data
center market and global IT landscape.
Along the way, we will be examining the emergence
and evolution of hyperscale data centers, the challenges
faced, and future directions.
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What is Hyperscale?

What is
Hyperscale?
hyper scale
Hyper - Prefix, excessive, greater than usual
Scale - Verb, to change in size or number
Composed of the words hyper (extreme, excessive, or greater than usual)
and scale (to change size), the term hyperscale doesn’t have an official
dictionary definition – yet! Within a computing context, the term refers
to the ability of a large network of computers (tens of thousands and
more) to automatically respond to changing demand and assign jobs to
processing, storage, and network resources as needed.
To put this into context, when the season 8 premiere of popular HBO
series Game of Thrones aired, a staggering 17.4 million people tuned in
to watch, 5.6 million of which were streaming online – 5.6 million devices
simultaneously relied on a hyperscale network to deliver one hour of TV.1
These numbers were record-breaking for HBO and for video streaming in
general and this all depended on a hyperscale computing infrastructure
that could grow and shrink as people tuned in or out at different times.
Put simply, hyperscale is the ability for a computing system to adapt in
scale to the demands of a workload. It is this type of computing power
and network scale that drives video streaming, social media, cloud
computing, software platforms, and big-data storage.
These workloads are only set to grow as the world we live in becomes
more connected and more people and things use cloud services.

‘Game of Thrones’ Season 8 Premiere Draws 17.4 Million Viewers, Sets Multi-Platform
Record, Variety

1

4

What are the key
characteristics of a
hyperscale data center?
Hyperscale has shifted IT networks from on-premise computer rooms to
huge fleets of data centers. There are three key characteristics that really
help to define hyperscale: the physical structure, how incoming traffic is
processed, and how software is used to automate different functions.

01

Physical Structure
The hyperscale function does not exist in one data center but in a unified
network of data centers and other elements. A hyperscale network can
be thought of as a host of interconnected computers and has evolved to
be fleets of data centers organized into highly connected, low-latency
clusters, some next door to one another, others hundreds of miles apart,
some at a multi-regional level, and others at a global level.
Hyperscale data centers are built as an interconnected fleet as opposed to
just one huge data center to spread risk. These large networks are housed
across multiple sites to protect from factors such as natural disasters,
power outages or security threats. Locating data centers in different
regions and countries puts capabilities close to customers and addresses
data security practices and regulations.
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Incoming Traffic
The way in which a hyperscale provider receives incoming traffic into
its network of data centers is as important as how they process requests
within the data center.
Hyperscale operators manage extended networks that interconnect their
customers and data centers. Traffic is received at network edge sites,
many of which are co-located with Internet service providers, co-location
data centers and Internet exchanges. Traffic is routed by the hyperscale
operator to a selected global cluster of data centers, often called a region.
Within a region, there may be multiple discrete data centers, often
grouped in availability zones.
The hyperscale operators may own the network connections, lease cables,
fibers or wavelengths from a communication service provider or use
tunneling protocols to make virtual connections over the public Internet.

5
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Software Automation
Made up of millions of servers, hyperscale computing networks are
managed in an overlaid software environment, ready to receive requests
and send them to the appropriate resource – this is known as software
automation.
Software automation encompasses provisioning and orchestration.
Provisioning is the setting up of a server for use in the network but may
also refer to the installation of the operating system and other system
software. Orchestration is how the network manages and monitors its
workload or server capacity and determines if any requests need to be
rolled over to other servers to accommodate an increase in traffic.
Interconnectivity has emerged as one of the most important
considerations in network planning for hyperscale computing operators
or hyperscalers . In the seven-layer OSI (Open Systems Interconnection)
model of computer networking, bit transmission through various types of
media sits at Layer 1. The passive network which underpins the 7 layer OSI
model is the cabling and connectivity referred to as Layer 0 - or the PHY
in the TCP/IP model. Layer 0 is of paramount importance for hyperscale
(or indeed any Internet protocol) to operate as it is the key to ensuring
consistent, reliable, fast communication between network devices.

6

The Seven
Layers of OSI
USER
APPLICATION LAYER

SESSION LAYER
TRANSPORT LAYER
NETWORK LAYER

RECEIVE DATA

TRANSMIT DATA

PRESENTATION LAYER

DATA LINK LAYER
PHYSICAL LAYER
PHYSICAL LINK
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Comparison to Other
Types of Data Center
Hyperscale and colocation providers enjoy a symbiotic relationship.
Hyperscale providers have become the largest customers of many retail
colocation and wholesale colocation data centers, with many colocation
providers modifying their business models to host hyperscale operations
and provide connectivity for enterprise tenants to hyperscale services.
As of the end of 2018, there were 430 data centers operated by
hyperscalers with an additional 132 already in the pipeline for the next few
years2, compared to colocation data centers of which there are
around 4500.3
Although hyperscale data centers represent less than 10% of the number
of total data centers, they represent a disproportionate share of investment
in the data center market. In 2019 worldwide spending on data centers
is expected to hit $204 billion, in 2018 alone, Amazon, Apple, Google,
Facebook, and Microsoft spent $120 billion4, more than 50% of total data
center CapEx. The average outlay for each hyperscaler is expected to grow
more than 20% annually for the next few years, with the expectation that
the return from people and businesses buying public-cloud services will
reach $277 billion by 2021, a 20% year-on-year growth.

Synergy: Number of Hyperscale
Data Centers reached 430 in 2018,
DatacenterDynamics

2

3

Data Center Map

Data Center Spending To Decline
In 2019: 5 Reasons Behind The
Fall, CRN

4

Retail Colocation Data Center
Colocation data centers consist of one data center owner selling space,
power and cooling to multiple enterprise and hyperscale customers in a
specific location.

Wholesale Colocation Data Center
Wholesale colocation data centers consist of one owner selling space, power
and cooling to enterprise and hyperscale like a standard colocation. In these
instances, interconnection is not really a requirement. These facilities are
used by hyperscalers or large companies to hold their IT infrastructure.

Enterprise Data Center
An enterprise data center is a facility owned and operated by the company it
supports and is generally built on site but can be off-site in certain cases also.

Telecom Data Center
A telecom data center is a facility owned and operated by a Telecommunications
or Service Provider company such as BT, AT&T or Verizon. These types of data
centers require very high connectivity and are mainly responsible for driving
content delivery, mobile services, and cloud services.

8

Hyperscale
Data Center
– A hyperscale data center is leased (or, in some cases, owned) and
operated by the company it supports (this includes companies such as
AWS, Microsoft, and Google)
– They offer robust, scalable applications and storage portfolio of services
to individuals or businesses
– Hyperscale computing is necessary for cloud and big data storage
– At least 10,000sq ft. in size
– There are usually more than 50,000 computing and storage servers in
a typical hyperscale data center, linked with an ultra-high-speed, high
fiber count network
– There are 250,000 switch ports in the computing fabric of an average
hyperscale data center

Tier

Tier

Tiers of
Hyperscaler

1
2

Dominant in cloud services and social media AWS, Microsoft Azure,
Google, Facebook, and Alibaba will outlay between $200 million and
$800 million per new data center build. It is estimated that they each have
at least 50,000 servers per data center, totaling about 15 million servers
between them. In 2017 alone it was estimated that Amazon, Microsoft,
Google, Apple, and Facebook had a collective data center capital
expenditure of $50 billion.5

Big hyperscale cloud providers include Oracle, IBM, and Apple, Software as
a Service (SaaS) providers such as SAP, Salesforce, social media giants like
LinkedIn and Twitter, and platforms such as Uber, PayPal, and eBay. They
have an estimated 10,000 servers per data center and half a million servers
each, with an estimated amalgamated spend of $25 billion.
5

Hyper-Scale Data Center Spend Was Up 20 Percent in 2017, Analysts Say, Data Center Knowledge
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Tiers of
Hyperscaler
Tier 1
AWS have been pioneers in the hyperscale field, opening the first
hyperscale data center based on Jeff Bezos’s (CEO of Amazon) vision to
transform Amazon from a retail business into a technology powerhouse
that also happens to also offer retail services. It has always been about
scale but also about serving the customer better, faster and cheaper,
whether they’re buying the latest bestselling novel or purchasing AWS
cloud computing services.
In the late 90s, Amazon looked to offer its own e-commerce functionality
to large retailers, quickly realizing that, although the idea was sound, the
software itself would require development. Amazon started hiring people
from Microsoft and IBM to expand its technological capabilities to achieve
its aim to be the frontrunner in cloud computing services. The fact that
Amazon itself had become very good at fulfilling and shipping orders as
well as running its own compute, storage and database services meant
they found that they were now highly skilled at running reliable, scalable
cost-effective data centers outside of their own commercial need.
From the first hyperscale data center in 2006 to date, AWS now offer 165
fully-featured cloud computing services, varying from hiring a web server
or supercomputer, to AI, voice processors, and large-scale media streaming
servers. This is available across 69 availability zones within 22 geographic
regions with 9 new availability zones and 22 new regions announced.

Today, it is estimated that a third of all Internet users
visit an AWS-hosted site daily.6
6
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One-Third of Internet Users Visit an Amazon Web Services Cloud Site Daily, The Inquirer

From Microsoft Azure to LinkedIn, Bing to Skype, Xbox Live to
Office365 and cloud-based business software, Microsoft have a rich
and varied need for hyperscale capacity and has evolved drastically
from its first data centre build in 1989, to the emergence of online
services through MSN in 1994, all the way through to the launch of
Microsoft Azure in 2010.

Today the Azure platform has been built across
54 regions, making it available in 140 countries,
with up to 1.6 Pb/s of bandwidth available
across any of these regions.7
LinkedIn has been part of the Microsoft family since 2016 and has
since announced that it will begin to transfer workloads over to
Azure over the next few years.
7

Microsoft Azure Global Infrastructure

Facebook’s initial foray into building data centers came as a result
of its need to manage the complex demands of its Facebook,
WhatsApp, Instagram and Messenger platforms.

To date, there are 2.7 billion active users across
all of these platforms.
With 15 data center campuses around the globe currently,
Facebook’s vast numbers of servers and storage work together
seamlessly to deliver each Facebook profile and page. Every user’s
unique home page typically requires hundreds of servers, processing
tens of thousands of individual pieces of data, ensuring newsfeeds,
conversations, likes, comments, and advertising are presented
whenever a user logs in, with the requested information delivered in
less than one second.
As it creates its huge global network, Facebook is helping change
the way data centers are built and the equipment that fills them.
Facebook shares its data center and IT design innovations publicly
through the Open Compute Project (OCP), which it helped found in
2011. The Open Compute Project’s mission is to design and enable
the delivery of the most efficient server, storage and data center
hardware designs for scalable computing.

11
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What Makes
Hyperscale,
Hyperscale?
Scalability
To meet rapidly growing demand, hyperscale data centers are designed
with extreme scalability, apparent in the versatility of the physical
connectivity itself.
Enterprise data centers will traditionally fill a hall with 350 empty cabinets
that they then fill with servers over time. Servers are installed one at a
time.
In hyperscale data centers, pre-configured server and switch cabinets
are bought as a whole unit as opposed to individual servers – the unit of
measure is a full rack. Scalability also applies to the ability of a hyperscale
network to grow globally with new data centers being built at an everincreasing rate to expand availability zones.

Technology
Hyperscalers drive technological advancement. The technology behind
hyperscale data centers is a step above that of others. Advances made in
network bandwidth, server chip speed and power efficiency mean the
typical equipment technology lifetime is just 42 months.

Hyperscale data centers will represent 53% of all
installed data center servers by 2021.8
Enterprise data center halls must have plenty of cooling to keep servers
running at the correct temperature. Servers in these halls are designed
for general use by many customers in different situations. By contrast,
hyperscalers control the complete thermal environment including hall
layout, direction of airflow, server internal design and chip selection. They
can go directly to chip manufacturers and ask for a chip that works at a
higher temperature or buy a chip designer outright!

More and more frequently, hyperscalers are taking
control and disaggregating supply chains.
8
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Cisco Global Cloud Index: Forecast and Methodology, 2016–2021 White Paper

Maintenance
For small and medium business enterprises, if a server fails, the impact to
the business is often immediate. In the event of a faulty server, or any other
hardware, within a hyperscale data center, overlaid management software
automatically transfers workloads to other available equipment, ensuring
continuity and uptime. It is only when enough servers in one area need to
be repaired or replaced that crash carts are brought in.
Ideally, hyperscale networks should require as little maintenance as possible
once operational, only being physically touched to repair or replace.
Despite the large size of a hyperscale data center, on-site staffing tends to
be very low. The average repair time of a server used to be an hour - it is
now 2 minutes or less with an average ratio of 25,000 servers per support
technician per shift.

Power Consumption
Power is the largest operational expense for most data centers and
reducing power costs is often high on the agenda. With an average of
20-50 megawatts (MW) per data center and 10-25 kilowatts (KW) per rack,
power consumption in hyperscale data centers is on another level.

Globally, data centers consume around 3% of the
total energy generated worldwide9 with hyperscale
data centers accounting for 20% of the world’s datacenter electricity usage, growing to 50% by 2020.
One of the world’s largest data centers, Microsoft’s 700,000 sq. ft. data
center in Chicago, Illinois has the capacity to consume 198MW of power.10
To put that into context, in the US, 1MW of electricity would be enough
to power an average of 750 homes11, theoretically, this data center could
pull an amount of power similar to that of 150,000 homes. In some cases,
hyperscale operators are purchasing every single kilowatt of power
generated from new renewable energy sources to support the power
needs of their data centers.
Hyperscale data centers, while using lots of power, are far more efficient
than if businesses scaled their own networks and servers on-site. The
Lawrence Berkeley National Laboratory estimates that moving 80 percent
of servers in the U.S. over to optimized hyperscale facilities would cut
energy usage by roughly 25%.12 While many would think that large
hyperscale data centers are an excessive drain on electricity, the opposite is
in fact true.
Why Energy Is A Big And Rapidly Growing Problem For Data Centers, Forbes
World’s Top Data Centers
11
Megawhat?, Boise Weekly
12
How to Stop Data Centres from Gobbling Up the World’s Electricity, Nature
9

10
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Architecture
Traditional enterprise networks are based on a three-tier architecture that
is built on a hierarchy of a core, aggregation, and access. As data flows
escalate and applications become increasingly time-sensitive, this three-tier
architecture is becoming more and more problematic as data flows vary
depending on where the source and destination devices reside in a network.
In some cases, data may only have to flow up one level to the distribution
layer to reach a destination. In others, the flow may have to reach all the way
up to the core, then back down the stack, making the data flow inefficient.
Advancements in connectivity combined with software automation are
causing network architects to reimagine how efficiency in a network can be
improved end-to-end.
If we cast our minds back a couple of decades, the strength of a network
relied more on computers than the network itself. Conducting a simple
search on Yahoo! in the 90s would take what would now be considered
an unthinkably long time due to limited bandwidth. Nowadays, tens of
thousands of searches are conducted every second across all manner of text,
images, videos, shopping, and real-time navigational maps whilst promoted
search items and adverts are simultaneously displayed in line with your search
request, all within a fraction of a second.
All the above is made possible by leaf-spine architecture. The primary benefit
of a leaf-spine architecture is that it allows connection across very large
numbers of servers. Data flows within a leaf-spine fabric take the same
number of hops on the network regardless of the source and destination
meaning that all devices are equally well-connected with the same time delay
or latency for all possible paths.

90% of all hyperscale traffic happens within the data
center.13
This is known as East-West traffic because it travels across the data center as
opposed to in and out (North–South traffic). North-South traffic is commonly
a user request coming into the data center, whereas East-West traffic is the
amalgamation of information and internal processing behind the request.
Think about the processes involved in building a Facebook page.
Leaf-spine architecture works particularly well in hyperscale facilities
when using distributed server architectures where resources for a specific
application or service are scattered across multiple servers. This topology
minimizes latency, jitter, and workload bottlenecks and does not block any
traffic, even when all servers are communicating that full bandwidth.

13
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Cisco Global Cloud Index: Forecast and Methodology, 2016–2021 White Paper

Traditional 3 Tier Design
Core

Aggregation

Access
Pod A

Pod B

Pod C

Typical Multi-tier Leaf-Spine Architecture
Spine

Leaf

Servers
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Connector Density
and Fiber Count
The volume of fiber in data centers is ever-increasing as demand for more
bandwidth and cloud services grows. Today’s hyperscale data centers rely
on fiber to handle their external and internal traffic with high fiber counts
being critical within these facilities due to the amount of data stored
and processed.
Connections between data center buildings require capacity that can
support a large amount of data however duct space between different
locations is limited – high fiber count cables maximize the fiber density in
existing ducts. There are over 10,000 optical fibers in external connections
to nearby data centers. With space at a premium within hyperscale data
centers, ultra-high fiber count cables are preferred with fiber counts of up
to 6912 available today and higher fiber count cables on the horizon.
The sheer volume of cable used in hyperscale data centers is also a
distinguishing factor, averaging at 12,000 miles of optical fiber. Microsoft’s
Chicago data center contains over 24,000 miles of network cable14- nearly
enough to go around the entire planet.

How Hyperscale Data Centers
Evolve the Future of IT

14

It is estimated that there is enough fiber in
Microsoft’s data centers to go to the moon and back,
3 times.

Workloads
Hyperscale utilization and service level expectations are far higher than
those of customers and end-users, including both uptime and load
times. Hyperscalers receive work then automatically assign it available
resources, using provisioning (setting up the server ready for use) and
orchestration (managing and assigning workload).
These workloads include not only relatively simple websites that attract
high traffic volumes but workloads such as 3D rendering, genome
processing, cryptography and other technical or scientific computing
tasks that are more effectively and efficiently processed by specialized
processors or system configurations. Physical servers are running half
a dozen jobs under hypervisor control, driving network usage and
ultimately filling dead space in computing.

16

Evolution of
Hyperscale
Data Centers
Each hyperscaler has evolved according to its own commercial drivers
whether that be cloud computing, social media, software or content.
Companies such as AWS, Microsoft, Google, and Facebook have been the
leaders, driving the definition and evolution of the hyperscale movement.
IT networks have moved from enterprise to hyperscale, from an office
server room to an interconnected data center fleet15:

Enterprise scale vs. Cloud
scale, Cloud-Scale Datacenters,
Microsoft
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Where
Next for

Hyperscalers?

Hyperscale has reshaped business, commerce, and society through the delivery
and availability of IT services and the future of hyperscale can be divided into
two categories: technological and commercial.

18

Technological
Hyperscalers need to keep their eye on the speed of innovation and growth of deployment of new
technologies. With the emergence of artificial intelligence, 5G, Internet of Things (IoT), augmented reality,
and autonomous vehicles, the demand for data is set to grow steadily then take off fast.
All these applications will drive the need for more data, faster, simultaneously ensuring real-world
suitability whether through personal safety in the case of autonomous vehicles, or user experience for
augmented reality.
This growth in data consumption is evident if we simply examine the growth that has occurred in the past
year. A lot can happen on the Internet in a minute: 16

3.7 Millon

266,000

174,000

Search Queries

Hours Watched

Scrolling Instagram

3.8 Millon

694,444

347,222

Search Queries

Hours Watched

Scrolling Instagram

$862,823

481,000

67

Spent online

Tweets Sent

Voice-First Devices
Shipped

$996,956

875,000

180

Spent online

Tweets Sent

Smart Speaker
Shipped

Connectivity
The ability for hyperscalers to be globally available and offer low-latency connections in any country is of
critical importance. Hyperscale data center fleets are already racing to grow their footprints in Europe,
Asia-Pacific and North America, with the focus now turning on establishing stronger footprints in SouthAmerica, the Middle East, and Africa.
This brings with it the need for higher levels of fiber connectivity, and a stronger global circulation of
subsea cables, cable landing stations, exchange nodes, and emerging edge data centers. This will all
translate to higher fiber counts running into and out of the data center.
16

This is What Happens in a Minute on the Internet, World Economic Forum
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Speed
The exact future roadmap of speeds in hyperscale data centers is uncertain
but the evolution has been steady, from the early days of 100Mb/s to 1Gb/s
to speeds of 10Gb/s, 40Gb/s, 100Gb/s, and even the recent migration to
200Gb/s and subsequently 400Gb/s. With this roadmap, it is very likely that
network speeds will advance to 800Gb/s and 1.6Tb/s in future.
100Gb/s is a common speed within hyperscale data centers today and can
be achieved via 4 x 25Gb/s channels, be that fiber pairs or wavelengths,
using QSFP (Quad Small Form Pluggable) optical transceivers. The
heartbeat of the data center is running at 25Gb/s, including intra-data
center links.
In terms of achieving 400Gb/s, there are numerous ways to do so in
multi-source agreements: 4 x 100Gb/s, 8 x 50Gb/s, 16 x 25Gb/s, and so on.
However, another method of achieving these speeds is emerging: PAM4.
Moving away from the traditional Non-Return to Zero (NRZ) transmission
mechanism, Pulse Amplitude Modulation (PAM) essentially allows more
bits to be transmitted in the same amount of time on a serial channel.
Packing more data into the same timeframe is achieved using different
signaling levels, multi-level signaling (MLS) or pulse amplitude modulation
(PAM). NRZ itself is a two-level MLS or PAM-2 system but PAM-4 has
four distinct levels to encode two bits of data, essentially doubling the
bandwidth of a connection.
As with a lot of aspects of network connectivity, there are multiple ways
of finding a solution. Who does it best and at the lowest cost remains to
be seen and we don’t know exactly which configurations will be at the
forefront. What we do know is that the need for more information to be
transmitted by the second will only continue to grow.

NRZ Vs PAM4
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Quantum Computing
Quantum computing is the area of study focused on developing computer
technology based on the principles of quantum theory, which explains
the nature and behavior of energy and matter on the quantum (atomic
and subatomic) level.17 While current computers manipulate individual
bits, which store information as binary 0 and 1 states, quantum computers
leverage quantum mechanical phenomena to manipulate information.
To do this, they rely on quantum bits or qubits.”18
Using quantum computing means bits can simultaneously exist in different
states, enabling you to make them interact with one another on a much
richer level, with the outcome of many more possibilities of state that
come out of a simple interaction rather than simply binary. The power of
quantum computing means complex problems can be solved and analysis
can be done on a much larger scale than ever previously imagined.
Quantum computers could mean breakthroughs in the fields of science,
medicine, finance, and engineering, to name but a few.
As hardware has improved over the years, people have used more
feature-rich applications. Personal computers went from being driven
by command lines to GUIs, and the World Wide Web went from being a
very rudimentary web browser to the Internet as we know it today. Over
the years, applications and hardware have grown together supported by
network connectivity with this to continue as we move on to quantum
computing and beyond.

Quantum computing and the data involved has the
potential to transform the hyperscale landscape.
Google has already claimed to have achieved “quantum supremacy”
for the first time, reporting that their experimental Sycamore quantum
processor has completed a calculation that would take a traditional
supercomputer 10,000 years in just 200 seconds.19
Quantum Computing, TechTarget
What is Quantum Computing?, IBM
19
Google Quantum Computer Leaves Old-School Supercomputers in the Dust, CNET
17
18
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Where next for Hyperscalers?

Commercial
As data center revenue grows and the demand for data increases, the
expansion of the hyperscale data center infrastructure will continue. With
that, commercial drivers, as always, will focus largely on speed and efficiency.

Demand for Data
According to a prediction published on the Gartner Blog Network, 80% of
enterprises will upgrade their traditional data centers by 2025 as hyperscale
data centers rapidly become the norm.20

Technology giant Cisco estimates that cloud data
center traffic will account for 95% of all data center
traffic by 2021, compared to 88% in 2016.21
The hyperscale sector will continue to grow as the amount of data being
generated rises, needing to be stored and processed. The emergence of 5G
(fifth-generation cellular network technology) and the increase in connected
devices as part of the Internet of Things (IoT) will mean that multiple, smaller
data centers, known as “edge” data centers, will need to be built to extend
the edge of the network to deliver cloud computing resources and cached
streaming content to local end-users. It’s easy to assume that this move
to edge computing will reverse the hyperscale trend but all of this data is
eventually fed back to the cloud for analysis when latency isn’t an issue.
The demand for data will continue to outstrip the rate at which we build
data centers. The Jevons paradox encapsulates this idea. In economics, the
Jevons paradox occurs when technological progress or government policy
increases the efficiency with which a resource is used (reducing the amount
necessary for any one use), but the rate of consumption of that resource
actually rises due to increased availability allowing higher demand. This
premise can be applied to data centers to convey the same point.
5G will reduce latency between the connected device and the edge data
center but making this process more efficient doesn’t mean less data is used,
it will actually mean more is used as it’s easier to obtain thus perpetuating
the need for hyperscale data centers.
The Data Center is Dead,
Gartner Blog Network
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Cisco Global Cloud Index:
Forecast and Methodology,
2016–2021 White Paper
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Everything as a Service
Everything as a service (XaaS) encompasses SaaS, PaaS, and Iaas, the three main types of
cloud computing.

SaaS: Software-as-a-Service - software that’s available via a third-party over the Internet.
PaaS: Platform-as-a-Service - hardware and software tools available over the Internet.
IaaS: Infrastructure-as-a-Service - cloud-based services, pay-as-you-go for services such as storage,
networking, and virtualization.

SaaS

PaaS

IaaS

XaaS plays a huge part in cloud computing and in hyperscale data centers. This trend is set to
continue as businesses move from a CapEx model to a subscription-based one with more and more
in-house processes and services are being phased out in favor of outsourcing.
While XaaS as a whole is set to flourish, it is doubtful that there will be many more IaaS providers
emerging as aspiring providers can buy space from established services such as AWS at a cheaper
price than they can build their own – a very attractive prospect when faced with the daunting
amount of resource and funds needed to carve out even a small market share. Instead, more SaaS
providers will start to emerge and join the ranks of the above.
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The Internet of Things
and Edge Computing
One of the more notable trends in terms of technological advancement is
the emergence and expansion of the Internet of Things (IoT). This refers to
the interconnection of computing devices embedded in everyday objects,
enabling them to send and receive data. As more and more devices are
developed, the data generated and required to connect and interconnect
these devices will develop accordingly. From smart home gadgets and
wearable technology to automated vehicles and big data analysis in
healthcare, IoT is ever-expanding, becoming an ever more crucial part of
everyday life, making the reliability and performance of these devices and
the networks that support them more important than ever.
Underpinning IoT is edge computing. Edge computing centers around
the principle of bringing computing as close to the source of data as
possible in order to reduce latency and bandwidth use. Put simply, edge
computing takes processes that would ordinarily take place in the cloud
and moves them to more local places such as a user’s computer, an IoT
device, or an edge server. By moving these processes to the network’s
edge, communication between a client and server happens over shorter
distances thus reducing latency and bandwidth use.
A good example of this would be an autonomous car with hundreds of
sensors programmed to continuously gather data while the car is
in motion.

According to Dell, connected vehicles will generate
$150 billion in annual revenue, grow to 100 million
vehicles globally, and as a result transmit over 100
petabytes of data to the cloud per month by 2025,
requiring 10 exabytes per month, approximately
10,000 times larger than the present volume.22
While IoT and edge computing are still in their infancy, there is no doubt
that they will continue to grow, generating, processing and demanding
more data than ever before.
22

24

Expanding Human-Machine Partnerships Through Connected Cars, AI, and IoT, DellEMC

Cloud/Hyperscale Data Center

Edge Data Center

Internet of Things
25

Challenges for Hyperscale Networks

Challenges
for Hyperscale
Networks:
In their pursuit to connect the unconnected, create more storage for data, achieve higher bandwidth,
and faster transmission speeds - hyperscale, colocation and enterprise data centers are united, yet the
challenges hyperscale networks face are entirely unique.

Continuity
Arguably the biggest challenge for hyperscalers is continuity and, by
association, reliability.

According to Business Insider, a single minute of
downtime for an enterprise data center costs the
business almost $9,00023
New findings generated by a survey from Uptime Institute revealed that
over 10% of all respondents said their most recent reportable outage
cost them more than $1m in direct and indirect costs.24 On March 13th,
2019, Facebook suffered its worst-ever outage, affecting the estimated
2.7 billion users of its core social network, Instagram and messaging
applications, Facebook Messenger and WhatsApp. By extrapolating the
company’s 2018 revenue figures, CCN estimated that the blackout could
have cost Facebook up to $90 million in lost revenue based on an income
of $106,700 per minute.25 With so many businesses relying on hyperscale
data centers to provide the IT backbone to their operations, any downtime
can have a substantial impact and sometimes catastrophic ramifications.
So how do hyperscalers ensure the uptime of millions of servers? Resiliency
and redundancy provide a safety net, offering a back-up plan in the event
of outages, preventing a disruption in service. Power is backed up with
two or more power deliveries into the facility and distributed redundancy
is also key with data replicated in two or more zones. All zones are
separate from one another meaning the data is unaffected by common
disaster.
What 1 Minute of Unplanned Downtime Costs Major Industries, Business Insider
2019 Data Center Industry Survey, Uptime Institute
25
Facebook’s Catastrophic Blackout Could Cost $90 Million in Lost Revenue, CNN
23
24
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Security
Another challenge facing hyperscale data centers is security and,
as a result, customer confidence. Data breaches and other cyberattacks are a growing threat for businesses, making security one of
the main considerations when selecting a data center provider. From
the geographical location of a data center and security systems such
as biometric identification, physical security and compliance provide
the first line of defense against potentially costly threats. In the data
hall, virtual security measures such as heavy data encryption, log
auditing and access dependent on clearance levels are utilized to
protect against both internal and external attacks. In hyperscale data
centers, all activity is monitored with any anomalies or attempts to
compromise communications reported. Servers are virtualized and
workloads are managed without reference to specific hardware and
mapped at the last moment.

Globally, the impact of a data breach on an
organization averages at $3.86 million, with
the US holding the largest average cost of $7.9
million.26

Examining the 2018 Cost
of the Data Breach, IBM
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Customer confidence is of huge importance to hyperscalers as they
aim to convince customers that their confidential data, and the data
of their customers, is in safe hands. Data breaches have more than
just a financial impact, a security attack creates a lack of consumer
trust, damaging the hyperscale provider’s image, integrity, and
reliability.

Global Availability
Long-term growth often requires physical network expansion, this
can be achieved by building up or building out. Building out means
acquiring or leasing land for future builds, often where development
sites are limited. To ensure low-latency in densely populated areas
where land is either extremely expensive or non-existent, the only
option is to build up, adding floors to a new or pre-existing building.

Hyperscalers need suppliers with a global
presence as they need to be serviced
everywhere, consistently.
Decisions may be made regionally and even globally, but installation
has to take place worldwide meaning expert, local support is
needed in these areas. Hyperscalers also require suppliers who
can build specific variants for them, often adapted to meet local
requirements or regulations. Individual country requirements, such
as those concerning Construction Product Regulation (CPR) can cause
roadblocks for hyperscale operators meaning suppliers need to be
versatile and equipped to ease these pain points.
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Technology
The constant technological advancement is also something that
hyperscalers are subject to and affected by. Operating out-of-date
technology consumes more space, power and time meaning there is
always a rolling replenishment.
According to Moore’s Law, the number of transistors in a chip doubles
every 18 months, thus doubling the bandwidth and processing
capacity. While most observers believe Moore’s Law in its original
form is coming up against physical limits, innovation in chip functional
design and software methods continue to drive dramatic forced
evolution of computing. This requires hyperscalers to renew their
technology every 3 to 4 years. This means that entering the hyperscale
market requires sizeable capital expenditure and continual investment
in new technology. The entrance fee to compete with the big players
in the market is astronomical and the pace of change too much for
many. No rest for the weary; the race continues.

Data Consumption
In the last 20 years, global IP traffic has gone from 12 petabytes per
month to a mammoth 156,000 petabytes (156 exabytes) and doesn’t
show signs of stopping with a prediction of 396,000 petabytes per
month by 202227, an increase of over 150%.

There are now 63,000 searches made per second
on Google with the average person conducting
3–4 searches every single day.
Visual Networking Index: Forecast and
Trends, 2017–2022, Cisco
63 Fascinating Google Search
Statistics, SeoTribunal
29
Google’s Downtime Caused a 40%
Drop in Global Traffic, GoSquared
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This translates into 3.8 million searches per minute, 228 million
searches per hour, 5.6 billion searches per day and at least 2 trillion
searches per year28. In 2013, Google went dark for a few minutes
causing global Internet traffic to drop by an astounding 40%.29

IP Traffic (PB/month)
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Suppliers
The rapid growth of hyperscale data centers is dependent on the strength
of their supply chain. From intermittent demand to the need for rapid
technological innovation, many suppliers have serious difficulty addressing
the needs of hyperscalers, meaning suppliers that want to be involved
must rethink their approach to manufacturing, sales, and research
and development.
In relation to sales, suppliers must be able to support margin reduction
as hyperscale is a game of economics where large-scale manufacturing
comes hand-in-hand with cost reduction. This has often led to channel
disintermediation where the hyperscaler, as an end-user, needs to see
tangible value-added services from the distribution layer.
Hyperscalers require rapid innovation and often act in advance of industry
standards, meaning suppliers need to act in accordance with best practice
and thought leadership, while also working within an efficient framework
that means innovation remains economically viable.
For suppliers to consistently be able to support the growth of hyperscale
operators from a manufacturing perspective, they must be equipped to
accommodate inaccurate demand forecasts that can grow or disappear at
a moment’s notice. This, in turn, impacts manufacturing as they need to be
able to fulfill orders where deadlines are often tight and fixed.
Hyperscalers won’t often change deadlines, but they will change suppliers.
Expertise and experience have never been as important as they are right
now. Hyperscale data centers expect to receive what they need when
they need it. They require consistent products, reliable performance, and
a partner that understands their business and challenges, helping them
deliver their services and create a more connected world.
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Data Center Cabling and
Connectivity Experts
AFL Hyperscale is the first cabling and connectivity solution provider focused
on the ever-evolving needs of data centers.
Hyperscale, colocation, and enterprise data centers are united in their pursuit
to connect the unconnected, yet their infrastructure, performance, and
operational challenges are totally unique.
We work collaboratively with our customers to create connectivity solutions
tailored to their current needs and to the requirements of future networks.
We then use our responsive, global operational capabilities and distribution
network for fast delivery.
This approach has transformed how many data centers grow worldwide and
is built on 70 years’ combined experience in the design and manufacture of
high-performance optical fiber networks, a global presence, and the backing
and innovation sharing of our parent and grandparent companies, AFL and
Fujikura, the pioneer in optical technology. AFL Hyperscale is your dependable
partner to build a more connected world.
AFL Hyperscale - The World, Connected.

www.aflhyperscale.com

www.aflhyperscale.com
emeasales@aflhyperscale.com
Copyright ® AFL Hyperscale 2019 All Rights Reserved E&OE AFLHSWHATISHYPERSCALE
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Town of Ledyard - Example
4.13

TECHNOLOGY PARK DISTRICT
4.13.1 General.
4.13.1.1

The Planning and Zoning Commission may establish site specific
Technology Park Districts (“TPD”) for those properties suitable for the
development of high technology industries by approving a Master Plan in
conformance with Section 4.13.4.

4.13.1.2

The TPD is a floating zone governed by a conceptual Master Plan. The
Master Plan will be subject to review and approval by the Commission as
a zone change, subject to a public hearing and all other applicable terms
and conditions of these Regulations. It is recognized that the Master Plan
may require certain fluidity in order to accommodate market changes
during the complete development of any project. Notwithstanding the
foregoing, any substantial and material change, at the Commission’s sole
discretion, will be subject to the same procedural requirements for a zone
change as required by the original zone change application adopting the
TPD. Once approved, the TPD will replace all pre-existing zoning, and any
future development on the zoned property will be subject to the specific
TPD requirements set forth herein.

4.13.1.3

In that the approval of a TPD constitutes a change of zone, it calls for the
Commission to act in its legislative capacity, and to exercise legislative
discretion. By filing an application for a TPD, the applicant acknowledges
and accepts the nature of such application, and the level of discretion
which the Commission possesses in such applications.

4.13.2 Statement of Purpose.
Technology Park Districts are intended to provide locations for advanced technology
industries such as computer software and hardware developers, research and
development facilities, data centers, laboratories, highly specialized manufacturing and
other similar uses within large-scale, organized, campus-like settings which stimulate
economic growth and reinvestment, create quality employment opportunities, and
generate significant revenue for the Town through taxes and/or other revenue streams.
Factors to be considered by the Commission in approving a TPD include:
4.13.2.1

That the location, uses and layout of the proposed TPD are in
conformance with the general intent of, and the goals and objectives
contained in, the Plan of Conservation and Development.

4.13.2.2

That there exists harmony between the various uses that are proposed
within the TPD and compatibility with neighboring land uses, taking into
consideration reasonable buffers and/or screening.
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4.13.2.3

That there is a positive economic impact of the proposed TPD to the
community, including in terms of both revenue generation and job
creation.

4.13.3 Establishment of District.
The Commission shall establish a TPD by approving a Master Plan, which while not intended to be
a substitute for the detailed drawings and documentation associated with a site plan, does
provide sufficient conceptualized information to determine if the proposal is in conformance with
Section 4.13.2 and the Plan of Conservation and Development. Such adoption shall constitute a
zoning map amendment in accordance with these Regulations.
4.13.3.1

Numbering of Technology Park Districts. Each TPD shall be numbered and
depicted sequentially on the official zoning map in accordance with the
date of adoption as TPD-1, TPD-2 and so forth.

4.13.3.2

District Eligibility. The area proposed for a TPD shall:
(a)

Encompass a minimum of 200 acres of contiguous land in one or
more parcels under common ownership or other arrangement
satisfactory to the Commission; and

(b)

Include road frontage along any arterial road or direct access to
and from an arterial road via a public road and/or private rightof-way; and

(c)

Be serviced by adequate underground public utilities or be
capable of being serviced by the same or by the provision of
sufficient onsite facilities to be constructed.

4.13.3.3

Additions and Alterations. Any additions or alterations to the Master Plan
must comply with the criteria established in Section 4.13.2, and any such
change shall be made in a manner which will accomplish the purposes
stated in Section 4.13.2 hereof. The Commission may, at its sole
discretion, hold a public hearing on any addition or alternation to the
Master Plan.

4.13.3.4

District Expiration. Approval of the zone change shall be void, without any
further action of the Commission and the property shall automatically
return to its prior zoning designation, unless a site plan for the TPD is
approved within 24 months of the date of zone change approval. The
Commission may grant one or more extensions of this period upon
written request of the applicant, but in no event will the extensions
exceed 24 additional months.

4.13.4 Master Plan.
The purpose of the Master Plan submission is to determine whether the proposed uses and layout
conform to Section 4.13.2 and to the Plan of Conservation and Development. The Master Plan,
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once adopted, shall establish the development and design standards of the TPD and its uses. All
elements of the Master Plan shall be professionally prepared to provide a conceptual plan for the
overall development of the TPD. A Master Plan shall include the following components:
4.13.4.1

Master Plan Narrative demonstrating the submitted Master Plan's
consistency with the purpose of the TPD, policies, goals, and objectives
of the Plan of Conservation and Development, and the orderly
development of the Town.

4.13.4.2

Existing Conditions Plan showing: (1) existing topography with 5-foot
contours showing the general gradient of the site, existing structures,
existing roads and rights-of-way, easements, major topographic features,
bedrock outcrops, inland wetlands, watercourses, upland review areas,
and flood plains; (2) land uses, zoning and approximate location of
buildings and driveways within 100 feet of the site, (3) boundary survey;
and (4) location map.

4.13.4.3

Conceptualized Layout Plan showing: (1) general location and nature of
proposed land uses; (2) proposed public and private rights-of-way,
parking areas, easements, and public and private open space areas; (3)
proposed building footprints, floor areas, and building heights; (4)
proposed location of landscaping, buffering, and screening; (5) utility and
highway improvements; (6) storm water management areas and
structures; and (7) construction and improvement phasing plan.

4.13.4.4

Development Standards for the proposed development provided in a
narrative form including, but not limited to: (1) permitted uses subject to
site plan approval; (2) bulk, dimensional, and density requirements; (3)
parking and loading; (4) streets and sidewalks; (5) landscaping and
screening; (6) lighting; (7) signage; (8) open space and conservation
areas; and (9) any other standards the Commission may reasonably
require.

4.13.4.5

Architectural Standards for the proposed development provided in either
narrative form and/or visual representations detailing: (1) architectural
styles; (2) massing and scale; (3) materials and colors; (4) roof lines and
profiles; and (5) typical building facades and elevations.

4.13.4.6

Traffic Analysis including: (1) a preliminary traffic memorandum detailing
the impact of the proposed development; and (2) a conceptual
improvement plan and the measures necessary to mitigate those impacts
if necessary.

4.13.5 Site Plan.
After Master Plan approval and establishment of a TPD by the Commission, an application for a
site plan must be submitted for approval, following provisions contained in these Regulations. The
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implementation of a Master Plan approval may be phased by the filing of multiple site plan
applications.

4.13.6 Specific Design Standards.
The following design standards shall apply to all TPD Districts:
4.13.6.1

Area and Bulk Requirements. All bulk and dimensional requirements shall
be established by the Master Plan.

4.13.6.2

Architectural Design. All new construction shall be designed to provide a
high quality appearance consistent with contemporary standards and all
selected materials shall be durable with subtle colors and uniform
treatments.

4.13.6.3

Signage. A sign plan evidencing a unified signage program for the TPD,
including the general position, size, content and appearance of signs
visible from any public right of way shall be included in the Master Plan
application and shall be approved by the Commission.

4.13.6.4

Parking. On-site parking areas shall be adequate for the uses proposed.
Specific parking standards shall be established as part of the Master Plan.
Parking should be located onsite to the extent feasible, but not lead to
excessive impervious coverage. Design of parking areas should maximize
landscaping and prevent large expanses of impervious area. Stormwater
management shall be designed to handle anticipated run-off without
creating negative impacts on adjacent properties or natural resources.

4.13.6.5

Permitted Uses. Permitted uses shall be established by the Master Plan
and implemented by site plan approval. The following list of uses is
permitted in the TPD, but it is not exclusive. The Commission may
approve other uses, provided said uses are not prohibited by Section
4.13.6.6 and it is determined said uses are consistent the purposes of the
TPD.
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.1

Computer software and hardware development.

.2

Research and development facilities.

.3

Data centers.

.4

Laboratories, provided that no onsite patient visits are
permitted.

.5

Highly specialized manufacturing, including but not
limited to, defense and aviation industries, and
electronic and/or communication instruments and
devices.

4.13.6.6

4.13.6.7
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.6

Power generation facilities only as accessory to a
principal use and constructed in a manner to prevent
distribution to the electric grid.

.7

Professional offices only as accessory to a principal use.

Prohibited Uses. In addition to the prohibited uses contained in these
Regulations, the Commission has determined that the following uses are
prohibited in the TPD.
.1

Gasoline filling stations.

.2

Vehicle sales, leasing and renting.

.3

Auto repair, storage, maintenance and paint shops.

.4

Theme parks and amusement parks.

.5

Retail sales.

.6

Outdoor storage as a principal use.

.7

Residential uses.

.8

Landscaping and construction businesses.

Buffers. The purpose of buffer areas is to provide privacy from noise, light
glare and visual intrusion to residential dwellings in all locations where
uses within the TPD abut a residential district exterior to the TPD. A buffer
area shall be required between any developed area in the TPD which is
abutting or directly across a street (other than a limited access highway)
from any lot used for residential purposes in a residential district exterior
to the TPD. Buffer requirements do not apply to internal property lines
which are part of the TPD and do not border adjacent property. The
Commission may allow the buffering to be located on adjacent property
with the consent of the affected property owner; provided that the right
to maintain such buffering and/or screening is memorialized by a
permanent easement filed for record in the Ledyard Land Records. Such
buffer areas shall comply with the following minimum standards:
.1

Buffers from adjacent residential uses. The minimum
width of the buffer area shall be 25 feet from the
property line. In the event that the buffer area is not
currently vegetated, the Commission shall have the
discretion to require the Applicant to install screening
within the buffer area.

.2

Screening, if required, shall consist, at minimum, of
plantings not less than six (6) feet in height planted at
intervals of ten (10) feet on center and other evergreen

and deciduous shade trees and shrubs as may be
appropriate. As an alternative, an earthen berm,
stabilized with appropriate groundcover and plantings,
may be permitted by the Commission in order to
adequately buffer adjoining residentially used property.
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.3

The following accessory uses shall be allowed within
buffer areas provided that they are adequately screened
from abutting residential properties: access roads,
pedestrian sidewalks, utilities, mailboxes and approved
signs.

.4

All site lighting shall be designed with full cut-off fixtures
and facing in a general downward direction to shield and
reduce glare.

Staff Commentary

STONINGTON
Department of Planning

FLOATING
ZONES

DEFINITION
A Floating Zoning is a zoning tool, which involves the creation of zoning districts that defines a use, such as an office,
mixed use, reuse of a vacant mill, or attached housing. The floating zone is a zoning district, which does not have
any specific geographic relationship at the time of adoption, and can only be used in conjunction with a Master Plan.

Floating
Zone Text
Amendment

PURPOSE
The Town has several sites that could have a defining impact on the community, and the neighborhood should be
engaged in the dialog about what direction this development takes. It is important to note that the neighbors do not
control the decision-making process in these matters and that this zoning tool is intended to improve the dialog.
The purpose of adding floating zones to the Stonington Zoning Regulations is to add flexibility, and to shift the
discussion about development, from a Public Hearing before the Planning and Zoning Commission, to the
neighborhood. In doing so, the neighbors have a direct role in the development, and can work with the development
team to create a mutually beneficial project, as has been the case with the Industrial Heritage Reuse District (IHRD)
and Maritime Heritage District (MHD).

MASTER
PLAN

IMPLEMENTATION
The Creation of a Floating Zone requires a number of steps:
First, the Zoning Regulations have to be amended to create the Zoning District. This process, called a Zoning
Regulation Amendment, is administered by the Planning and Zoning Commission.
As part of this process, the Commission will conduct a public hearing, and evaluate the
Floating Zone does not become official until the regulation amendment is approved
established. If approved, the district does not immediately affect any property within the
Master Plan is required to effectuate any changes. Zoning Text Amendments require
Commission to conduct a Public Hearing.

proposed language. The
and an effective date is
community, approval of a
the Planning and Zoning

The creation of a Master Plan. The master plan is a combination of text and graphics that create the district
parameters. This process is a combination of the Zoning Map Amendment process and elements of the Special Use
Permit process. Past projects approved under this mechanism within the Town of Stonington have not included site
plan level data, but have provided information about minimum landscaping, parking, stormwater runoff, building

SITE
PLAN

design, height, location, size, etc. The Master Plan process requires the Planning and Zoning Commission to conduct a Public Hearing.

THE MASTER PLAN
The Town of Stonington Planning and Zoning Commission have elected to create Floating Zones that require the submission of a Master Plan (see
Zoning Regulation Section (ZR) 8.4.3). The Master Plan has to depict the proposed buildings, parking area, drives, buffers, uses, etc. The Town
has also required elevation drawings for the Floating zone as well. The Planning and Zoning Commission can only approve a Floating Zone if a
Master Plan is included, and the Master Plan, if approved, then becomes the regulations for this site.
STANDARD
PROCESS

Zoning Map
Amendment

Special Use
Permit/Site
Plan

FLOATING ZONE
PROCESS
Both are Zoning Map Amendments, however, the standard
amendment does not limit the applicant’s future use of the site.
The Master Plan is required to specify where buildings are located,
the Gross Floor Area, how the parking regulations will be satisfied,
and what buffers will be implemented on new development. The
Community can conduct a thorough investigation into the potential
impacts of the Master Plan, versus a theoretical impact evaluation
of all of the uses permitted in the zone.

Master Plan1

During the Special Use Permit (SUP) process, the commission is
now evaluating the level of impact the project could have on
community resources, traffic, etc.

Site Plan1

Zoning Permit

Building Permit

Zoning Permit

Administrative Procedure, no public participation

Construction
1

A Master Plan can include a site Plan, if the developer wants to provide this level of detail at this time.

Building Permit

Construction

AUTHORITY
The Planning and Zoning Commission’s authority to create zoning districts is established in Section 8-2 of the Connecticut General Statutes.
http://www.cga.ct.gov/2005/pub/Chap124.htm - Sec8-2.htm

HISTORY
The Town currently has three district enabling tools: Industrial Heritage Re-use District (IHRD), Maritime Heritage District (MHD), and the
Neighborhood Development District (NDD).
Since 2004, three IHRD projects have been approved:

c
c
c

IHRD-1 Threadmill (Pawcatuck);
IHRD-2 Mystic Harbour (Mystic) and
IHRD-3 Pawcatuck Landing (Pawcatuck)

One MHD project has been approved:

c

Mystic Seaport (Mystic)

One NDD project has been approved:

c

Prospect Place (Pawcatuck)

NOTICE: Staff Commentaries are opinion position papers, and should be considered biased.
Updated 3/9/2007

